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Abstract

A simple but important algorithm used to support automated reasoning is called
matching: given two terms it produces a substitution, if one exists, that maps the first
term to the second. In this paper the matching algorithm is used to illustrate the
approach to automating reasoning suggested in the title. In Section 3 the algorithm
is derived and verified in the Nuprl proof development system following exactly an
informal presentation of it in Section 2.

The example serves to introduce a particular automated reasoning system, Nuprl,
as well as the idea of deriving programs from constructive proofs. The treatment of
this example also suggests how these systems can be soundly extended by the addition
of constructive metatheorems about themselves to their libraries of results.

1 Introduction

People use computers to do all sorts of things, from the mundane to the miraculous.
Among the enduring uncommon uses are game playing, notably chess, and theorem proving.
Clearly chess is interesting, but why has theorem proving remained active? We can make
an argument that theorem proving is a significant activity, and if computers can help when
it really counts, society will be better off. Some people are interested in it for exactly those
reasons. They apply automated theorem proving in such areas as program verification and
hardware verification. There are now companies whose employees make a living from this
activity. But these people are mostly newcomers to the subject (see [21] for a recent
survey). We might call them logic engineers.

There are other motives for studying theorem proving by computer. Indeed, efforts
to employ computers in the enterprise have from the beginning brought into proximity
researchers of diverse interests. There are those interested in studying intelligence, espe-
cially reasoning. They argue that reasoning and problem solving are critical to intelligence
and that proving theorems is intelligent behavior. People with those interests will usually
associate themselves with the study of artificial intelligence. Prominent pioneers in their
ranks are the likes of Allen Newell, Herbert Simon, and John McCarthy. On the other
hand, the subject has attracted applied logicians who study proof systems and algorithms
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for finding proofs. These people want to test their algorithms; their goal is to prove a lot
of theorems fast, regardless of how. They are not necessarily concerned with emulating
human thought processes unless those processes are effective in proving theorems. This
early dichotomy among people “in the area” is well-known and amply referenced [9]. The
contrast in the early days of the subject was between A I programs such as Logic Theorist
[26] and fast decision procedures like Wang’s [32]. Besides Hao Wang, there are people like
J.A. Robinson and Martin Davis in the latter group.

Nowadays another group has become involved. They see the possibility of building
a variety of tools which are especially suited to helping people use computers to prove
theorems. The important point for them is that theorem proving is a complex information
processing task and the computer offers new ways to perform it. The goal is to allow
anyone, logician or A.I. researcher, to easily test ideas for proving theorems. This is a
newer concern. The authors started in this area along with Joseph Bates and others at
Cornell who will be referenced in the course of this article. One of the pioneers here was
Robin Milner and his LCF group [14,27].

In short, let us say that since 1950 it has been a goal of A.L to find architectures for
intelligence. Systems like Logic Theorist, GPS and now Soar [29] are built to achieve this
goal. Since the late 1950’s there has been the goal to “prove lots of theorems”. Systems
like the Argonne prover [33], the Boyer & Moore prover [4] and others are oriented this
way. Since the 1970’s there has been the goal to apply the technology, as in Gypsy [13],
and to build systems that allow easy expression of a wide variety of strategies (including
in the limit those from A.L), as in LCF and Nuprl [8].

A great deal of practical work has been put into meeting these basic goals. Now there
is another goal, made possible by the substantial body of experimental results; it is to
understand the experimental results, to develop a theory of theorem proving. In fact, one of
the deepest results in computing theory arose precisely in pursuit of this aim. S.A. Cook
proved that the tautology problem is essentially the same as the problem of membership
in languages accepted by nondeterministic polynomial time Turing machines. This led
Cook to propose the now famous P = NP problem which lies at the heart of theoretical
computer science.

Because so much is known about logic and its algorithmic content, there are many
compelling questions about the automation of theorem proving—questions about why an
algorithm works on one class of problems but not on another, questions about those char-
acteristics of a sentence or its partial proof which tell an experienced prover what to do
next, questions about the cost of proving a result relative to a library of results, questions
about the limits to feasible automation. There is the hope that the answers to these ques-
tions may provide answers to deeper questions about the requirements for an intelligent
system.

In this article we will describe the enterprise of automated theorem proving in a context
that suggests an outline of a theory of theorem proving and suggests an organization of the
various existing methods that facilitates the computer scientist’s goal of providing a general
environment for the empirical study of the subject. The basic idea is that automated
theorem proving can be seen as the implementation of a constructive metamathematics. In
metamathematics one proves theorems about doing mathematics. Some of these theorems
have interesting computational content, such as a result claiming that a theory is decidable
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or a result saying that any proof of a theorem of one form can be converted to one of another
form (say from prenex form into nonprenex form). We will show how some theorem provin g
algorithms can be understood as implementations of theorems about proofs and formulas.
Especially noteworthy are results of the second author on term rewriting [17].

One of the critical reasons for adopting this point of view is that much of the knowledge
we discover about theorem proving is potentially useful to the automated system itself. In
order to be used by machines, the knowledge must be formalized. Conversely, the more we
can say about the algorithms we use, the more effectively we can use them. This suggests
that we want to develop them in the context of a formal theory. Related reasons for doing
this are discussed by Davis and Schwartz [10], Boyer and Moore [5] and Shankar [30].

One of the major advantages of formalizing knowledge about theorem proving is that
we can use it to extend the stock of derived rules of inference. This in some cases allows
us to avoid running theorem-proving algorithms. This point will be mentioned again in
Section 3.3. To the extent that results from other parts of mathematics are useful in
theorem proving, as in the use of graph algorithms in congruence closure, we want to be
able to prove that they are correct and preserve the correctness of the logic when they are
used in derived inference rules.

The rest of the paper is organized as follows. First we develop some informal metathe-
ory, focusing on two particular metatheorems. One of these yields an algorithm for first-
order matching. The computational content of the other is a tableau decision procedure for
propositional formulas. We then present a formalization of the development of the match
algorithm that was carried out in the Nuprl proof development system. This formalization
is based directly on the informal account.

2 Informal Constructive Metamathematics

2.1 Preliminaries

To begin we establish some basic definitions and notations. The type of integers is denoted
int and its elements are 0, +1, —1,.... When dealing with syntactic matters it is convenient
to have a type atom of atomic symbols or (or “atoms”). Its elements are denoted "id" where
id is a character string. We assume that an equality relation is provided on this type; we
write it as @ = b in atom. We also assume that equality is decidable. This is expressed by
saying that for all atoms a and b, either a = b in atom or not. In general we treat the
word or (and its symbolic form V) constructively; that is, when we say PV @ for P and
Q statements, we mean that either P or Q is true and we know which one. The classical
meaning of or, as in the phrase “P or Q classically”, can be taken as an abbreviation of
not (not P and not Q). We sometimes write not as —, so that =P is not P. We will often
abbreviate and by & and “for all x of type A” by Vz : 4. So “for all x of type A, P(z) or
Q(z) classically” is written as ‘

Vz:A. ~(-P(z) V= Q(z)).

We will always specify the classical or explicitly when we need it; otherwise or has its
constructive meaning which, as we have just seen, is convenient for expressing the notion
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