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Abstract

In this paper we present two practical methods of for-
malizing the metatheory of constructive type theory
and demonstrate how they would be used to improve
the reasoning capabilities of formal problem solving
systems such as Nuprl. One method depends upon
the design of a family of languages, and we sketch
that construction. The second approach depends on
a particular metatheorem that justifies partial reflec-
tion, and we outline this proof. We also illustrate the
construction of simple metatheoretic functions, tac-
tics, in Nuprl.

1 Introduction

1.1 Context and Goals

We are interested in the logical properties of com-
puter systems which provide assistance in problem
solving. The questions we ask have arisen in our use
of a particular system of this kind, Nuprl (pronounced
“pew pearl”). Nuprl implements a formal language,
a version of constructive type theory[9]. It provides
facilities for entering, editing, and checking proofs, as
well as some assistance in generating them.

We argue that it is essential that systems like Nuprl
support some form of user definable extensions to the
reasoning capabilities of the system, what Davis and
Schwartz have called metamathematical extensibil
ity[10]. In this paper we propose two ways in which
this could be done for Nuprl and similar systems.

Our eventual aim is to understand which approach
is best and implement it fully as part of Nuprl. The
setting for this study of metareasoning is not the same
as the standard one in logic where there is one the-
ory, the object theory, which is being studied, and
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another theory, the metatheory, in which the study
is conducted. In the case of formal problem solving
systems, we imagine that we are using a single sys-
tem and there is a fixed language which the system
supports. This single language is meant to be us-
able, and it must support both the object theory and
metatheory in some sense. Just how this might be
done is the subject of this paper.

We offer two approaches to the problem.
One is to formalize a hierarchy of languages,
PRL°,PRL! PRL2,..., such that PRL**! is the met-
alanguage for PRL". The system would allow the
user to change meta-levels, and, in a sense, it sup-
ports one language, the union of the PRLF. The other
approach is essentially to partially reflect PRL! into
PRL®.

The first approach requires the design of the family
of languages. How is PRL**! to relate to PRL*? Is
there a practical method for allowing users to move
between levels? These are the subjects of section 3.

The second approach relies on metatheorems which
describe the partial reflection of PRL' into PRLC.
Section 4 of the paper states these theorems and out-
lines the proofs. The interesting fact here is the par-
ticular form of the partial reflection.

It is of course well known from Godel’s results that
the metatheory of Nuprl cannot be completely re-
flected in the object theory. In particular, the eval-
uation function cannot be reflected. But the inter-
esting question is, “how close can we come?”. We
show that partial reflection can be achieved in a very
pleasing form: at universe U; of the theory, we can
represent level i proofs for i < j (these concepts are
defined below). Thus we know that if a proposition
A is provable by a level i proof, then it is true.

The reflection results are complicated by the gen-
erality of the theory we consider, namely construc-
tive type theory [22,9]. In these theories the tradi-
tional distinction between syntax and semantics nor-
mally used to structure partial reflection results is
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blurred. There is, for example, no decision proce-
dure for the well-formedness of formulas and proofs
are mathematical objects, not necessarily syntactic
entities. The results are further complicated by the
requirement that the mechanism be practical and fea-
sible to use.

The main result is a theorem which partially re-
flects the metatheory into the object theory, Nuprl.
This approach has two key advantages. We can prove
in Nuprl itself that a metafunction will produce the
desired proof; so, it may not be necessary to explicitly
produce the proof (unless it is needed for computa-
tion). This leads to a more efficient application of the
tactic method. Second, it eliminates the need to ex-
press metatheoretic concepts in a distinct language.
Thus there is only one language to learn, the Nuprl
theory.

1.2 The Need for Metareasoning

Experience using Nuprl to solve problems and imple-
ment parts of mathematics [17,21,9] has convinced us
of the need for mechanized metareasoning that will
allow the user to extend the deductive capabilities of
the system without resorting to modifying the imple-
mentation. It is unrealistic to expect to incorporate
every conceivable proof strategy, semi-decision pro-
cedure, and expression simplification method in the
implementation. To allow the user to add these to
the implementation is to place the soundness of the
implementation in jeopardy with every change. Not
to allow any mechanized metareasoning is to doom
the user to a level of proof he will quickly outgrow.

The implementation of Nuprl presently provides
the user with the capability of extending its deduc-
tive power by writing tactics in a procedural meta-
language. These are tactics in the sense of Edinburgh
LCF [15] and transformation tactics [7]. Essentially
a tactic is a user-defined function which carries out a
proof attempt. In Nuprl a refinement tactic maps an
incomplete proof tree to a proof tree which extends it.
A transformation tactic changes one proof, possibly
complete, into another. In this paper we show how to
considerably extend this mechanism by allowing the
user to prove that tactics are correct.

Tactics raise the level of reasoning in the system,
and for that they are vital. But if tactics must be
executed, producing explicit primitive-level proofs, it
becomes impossibly costly to raise the level of rea-
soning very far. Presently, we employ tactics which
expand proof text by two orders of magnitude. As
more complex tactics are built on existing methods,
the expansion factor will increase and it will soon be-
come too costly to run some tactics. And yet we may

know that if run, they will succeed. In this case one
approach is to determine analytical conditions that
guarantee success of a tactic and then prove formally
in the system that it works when the conditions are
met. If the conditions can be easily checked or proved,
then great computational savings are possible. Such
an approach will allow the system to achieve higher
levels of abstraction. Other researchers have pro-
posed mechanisms for metamathematical extensibil-
ity [10,3,1]. We compare the present work to some of
these in section 5.

2 Overview of Nuprl

The logic of Nuprl is a constructive type theory which
is similar to one proposed by Per Martin-Lof [22]. It
can be seen as a dialect of the AUTOMATH family
of languages [11]. A complete discussion of the Nuprl
logic and system may be found in Constable, et al. [9].
In this section we survey a few of the relevant points.

The base types of the logic include the integers,
int, strings, atom, the empty type, void, and the
universes, U;, U,, U,,... Complex types are
built using various type constructors including depen-
dent function space, —, dependent product, X, dis-
joint union, |, set, recursive, membership and equality
types. Table 1 contains a summary of the Nuprl type
constructors. The U; are called universes, and form a
cumulative hierarchy of types. Every type is a mem-
ber of some universe. The basic judgements of the
logic are to show the inhabitation of types.

Propositions are expressed using the propositions-
as-types principle [16]. Under this principle, Nuprl
can be viewed as including a constructive predicate
calculus.

Each formula, F, of predicate calculus corresponds
to a type, T, where F is valid if and only if T is inhab-
ited. For example, the proposition false corresponds
to the type void. If A and B are types (thcught of as
representing propositions), then A&B is represented
by the independent product A x B. The proposi-
tion A&B is valid iff 4 is valid and B is valid. By
the propositions-as-types principle A is valid and B
is valid iff a € A and b € B for some a and b. Finally,
this is equivalent to < a,5 > € A x B. To summa-
rize, the proposition A& B is valid iff the type A x B
is inhabited.

The proposition A V B is represented by the union
type A | B. The implication A = B is represented by
the function space, A — B; A implies B iff the valid-
ity of A implies the validity of B, whereas an element
of A — B is a function which maps inhabiting objects
of A to inhabiting objects of B. The proposition -4
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Ax B The independent product type. The cartesian product of types A and B.

z:A x B The dependent product type. This type is often called the “Sigma” type, £z:A.B. The intended
semantics are that < a,b > € z:4A x B if and only if a € A and b € Bla/z] where Bla/z] is B with a

substituted for z.

A| B The union type. The disjoint union of A and B.

A — B The independent function type. The type of total functions from A to B.

z:A — B The dependent function type. This type is often called the “Pi” type, Mz:A.B. The intended semantics

are that f € z:A — B iff Va:A.f(a) € Bla/z].

{z:A| B} The set type. The intended semantics are that a € {z:A | B} iff ¢ € A and B[a/2] is valid under the

propositions-as-types principle.

rec(z.T) The recursive type. Roughly, the type rec(z.T) is a solution to the equation z = T, where z may occur

free in T under certain restrictions.

a =bin A The equality type. The intended semantics are that aziom € (a =bin A) iff a =4 b is valid, where
=4 is the equality relation on type A. The membership type, types of the form a in A, are abbreviations

fora =ain A.

Table 1: Summary of Nuprl type constructors

is interpreted as is the proposition A = false, i.e., as
the type A — void.

The quantified formulas correspond to dependent
types. The proposition 3z:A.B corresponds to the
dependent product type z:4 x B. Note that A4 in
the proposition 3z:A.B is thought of as a type. The
proposition 3z:A.B is valid if there exists a € A such
that Bla/z| is valid. Under the propositions-as-types
principle, this is true iff there exists a € A such that
Bla/z] is inhabited, which is equivalent to the type
z:A x B being inhabited. Similarly, Vz:A.B is repre-
sented by the dependent function space, z:A — B.

Proofs in Nuprl are developed in a refinement style
where the goal is displayed with the subgoals result-
ing from a rule presented underneath the goal. For
example, the independent product introduction rule
is

X+ A xBbyintro
HEFA
H+B

The dependent function introduction rule is

HF z:A— Bbyintroat U;
H,zzA+F B
X }-AinU.-

Due to the rich type structure of Nuprl it is not
decidable whether a given notation denotes a type.

Thus, one component of a derivation must be a proof
thai the notation of the syntactic goal does denote a
type, i.e., that the goal is well-formed. Rather than
factoring the well-formedness proof out of the proof of
inhabitation, both occur simultaneously; embedded
in the proof will be a proof that the goal is well-
formed. At some point in the proof every syntactic
notation for a type that occurs will be proved either
explicitly or implicitly to inhabit a universe, thereby
ensuring that it is well-formed. This is the reason for
the second subgoal of the function introduction rule
above. It is not necessary to have a subgoal stating
H,z:A + B in U; since this can be deduced from the
first subgoal.

While it is not possible to decide if a given syntactic
notation denotes a term, we can exclude some impos-
sible notations. The class of syntactically plausible
terms are called syntactic terms.

Associated with every Nuprl proof are two nomi-
nally semantic objects: the type denoted by the goal
of the derivation, and an inhabiting term of that type.
These are called the type and extract respectively.
The term extracted from a proof is usually specified
implicitly in the derivation, but can be provided ex-
plicitly using the following rule:

H + T by explicit intro t
HFtinT

Note that because the well-formedness of types re-

Page 3






























